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Abstract—In this tutorial, we will explore how to de-
fine networks and take advantage of the parallel capa-
bilities of the spiking neural network (SNN) simulator
STACS (Simulation Tool for Asynchronous Cortical Streams)
〈https://github.com/sandialabs/STACS〉. Developed to be parallel
from the ground up, STACS leverages the highly portable
Charm++ parallel programming framework, which expresses
a paradigm of asynchronous message-driven parallel objects,
and supports both large-scale and long running simulations on
high performance computing systems. In addition to the parallel
runtime, STACS also implements a memory-efficient distributed
network data structure for network construction, simulation,
and serialization. In particular, STACS uses a distributed in-
termediate representation, an SNN extension to the distributed
compressed sparse row format, which supports interoperability
with graph partitioners to facilitate optimizing communication
costs across compute resources. With respect to the neuromorphic
computing software ecosystem, this has enabled toolchains for
mapping networks onto neuromorphic platforms such as Loihi
2 and SpiNNaker 2.

Index Terms—spiking neural network, neuromorphic software,
neural simulation, high performance computing, intermediate
representation

I. TUTORIAL OVERVIEW

STACS was developed to address two main objectives
with respect to spiking neural network (SNN) simulation
and research. The first objective was to provide a scalable
simulation backend that may support large-scale SNN ex-
periments. To this end, STACS was built from the ground
up to be a parallel simulation tool, leveraging the features
offered by the Charm++ parallel programming framework
such as its multicast communication, parallel runtime, and
program decomposition [1]. The second objective was to
provide a method of interfacing a simulated network with
external devices for embodied feedback, initially targeting the
iCub humanoid robot [2]. In more recent work, STACS has
been used to develop tooling to interface with neuromorphic
hardware platforms to support neuromorphic computing appli-
cations [3].

For this tutorial, we will primarily be focused on the stand-
alone simulator functionality of STACS, which is written in
C++, and may be loosely interfaced through Python. We will
also cover how some of the central features of STACS such as
the partitioned intermediate representation may support map-
ping a network onto neuromorphic hardware. We will provide
an optional hands-on exercise (from a Jupyter Notebook) that

demonstrates a common use case of defining a neural network
from neuron and synapse models.

As with many other neural simulators, STACS supports the
simulation of user-defined neuron and synapse dynamics mod-
els in addition to their network connectivity structure. These
are formulated as a graph of stochastic differential equations
with time-driven computation and event-driven communica-
tion, where neuron models correspond to the vertices, and the
synapse models connecting neurons correspond to the edges.
From this conceptual model, SNNs are defined through a set
of YAML configuration files which provide model parameters
and a graph of vertex populations and how they are connected.
New model dynamics may also be implemented as derived
classes following the base abstract class. We will also discuss
a simple method to provide arbitrary spiking inputs to the
network as read from a file, as well as how to probe state
information and record spiking events from the simulation for
further processing and analysis.

Some time will also be made to cover the network partition-
ing and serialization functionality of STACS, going over the
SNN-dCSR format. For large-scale experiments, or for map-
ping a network onto a neuromorphic platform, being able to
efficiently partition a given network model onto the available
compute resources becomes important in determining the re-
sulting communication workload. STACS uses the SNN-dCSR
data format for efficient on-disk storage of network snapshots,
interfacing with parallel graph partitioners, as well as mapping
onto memory-efficient runtime data structures. Beyond the
experimental flexibility network serialization provides, it also
allows experiments to extend beyond typical HPC walltime
allocation limits through checkpoint/restart persistence.

Additional documentation on STACS can be found on its
github page: 〈https://github.com/sandialabs/STACS〉. Publica-
tion on STACS can also be found here [4], [5]. Although
this tutorial introduction will only touch the surface of the
capabilities of STACS, it should also be noted that STACS is
relatively modular in its software architecture design, making
it relatively straightforward to develop additional experimental
features (e.g. input devices, event types, connection methods,
partitioning strategies, etc.).

https://github.com/sandialabs/STACS
https://github.com/sandialabs/STACS


II. ADDITIONAL INFORMATION

Developing an experiment in STACS for a network of
interconnected neuron or synapse models is primarily done
through defining three YAML-formatted configuration files.
These are the main simulation configuration file that sets up
information related to how the network will be executed by the
simulator (e.g. parallelization, total simulation time, random
number seed, where to save output), the network model file
that defines the substrate dynamics used by the vertices and
edges (including model-specific parameters, initialization, and
state probes), and the network graph file that defines the
structure of the vertex populations and edge builders that
compose the network.

For the graph configuration, vertex populations simply ref-
erence a neuron model and determine how many instances of
that model type to create. Population instantiation parameters
such as how the vertices may be spatially distributed (e.g.
within a rectangular area) can also be provided. Edge builders
are defined between source and target vertex populations, as
well as which synapse model connects them. There is also
connection information provided to determine whether a given
edge should be created when evaluating a pair of source/target
vertices. This can be as simply as defining a probability of
connection, but more complex functions that take into account,
for example, the distance between vertices are also available.

Pre-computed connections and/or values may also be pro-
vided through comma-separated files. This allows STACS to
simulate networks defined/constructed by external tools like
N2A or Fugu [6], [7]. In particular, this has allowed for STACS
to be used as a high-performance simulation backend to the
Fugu neuromorphic software framework [8], as well as support
the deployment of multi-chip/board networks on the Loihi 2
platform through interfacing with the NxCore software.

For the construction of neuron and synapse models, STACS
uses a generic abstract model class with dynamics structured
as stochastic differential equations. Here, information that is
related to the model dynamics, but are otherwise shared across
all instantiations of a given model type (e.g. the membrane
leakage rate for a given neuron population) are treated as
static parameters. Information that are unique per model in-
stantiation and/or are mutable throughout a network simulation
(e.g. the membrane voltage for a given neuron) are treated as
dynamic states. During simulation, states may be updated on
a per time-step basis, at regular intervals, or when receiving
events.

Looking at input and output, STACS offers a simple file-
based method for providing arbitrary spike trains (e.g. encoded
from a dataset) to corresponding neurons within the network.
These are simply formatted as lists of neurons and their spike
times (similar to the event list format in matplotlib). Spiking
events from the simulation are recorded as lists of neuron
indices and timestamps, and there are also options to probe
and record state information from neuron or edge models
at regular intervals. The full network snapshot may also be
used for offline analysis, such as when structural connectivity

information is required.
Network snapshots are serialized using the partition-based

SNN-dCSR format (spiking neural network extension to dis-
tributed compressed sparse row). This is a relatively straight-
forward data structure that organizes additional network in-
formation, such as neuron and synapse state, in alignment
with their corresponding adjacency lists (from the dCSR
representation of the SNN connectivity structure as a sparse
matrix). STACS opts to serialize to plain-text files for porta-
bility, enabling external tools to interface with the data format
through straightforward file parsers. It also serves as a suitable
intermediate representation for different neuromorphic back-
ends where a network may need to be split across multiple
chips and cores such as Loihi 2 and SpiNNaker 2. An example
partitioning of a network under the SNN-dCSR format can be
seen in Figure 1.

Fig. 1. Example 3-way partitioning of a simple network with 12 vertices and
21 directed edges using the SNN-dCSR format. Directed edges with associated
state are bolded.

The SNN-dCSR data format maps naturally to memory-
efficient data structures that captures the relevant network
state of a given parallel partition of the whole SNN. Here,
edge state information is collocated with its target vertex
for data locality, and model dynamics are decoupled from
their state information to prevent unnecessary duplication of
shared parameters. There is also negligible overhead in the
partition-based vertex offsets, which are required to compute
data dependencies and coordinate between partitions.

STACS also provides a network re/partitioning utility
through integration with the ParMETIS k-way geometric
partitioner [9], which allows for spatial coordinates to be
provided as a heuristic for the initial partition. Streaming graph
partitioners and custom partitioners that take into account
hardware constraints such as fan-in/out and available memory
per core can also be used. For migrating neurons and synapses
to their assigned partitions, STACS provides a method that
exchanges state information through a scatter-gather pattern
and then reindexes the network according to the new offsets.
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